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Abstract. In this contribution, we deal with active learning, which gives the learner the power to
select training samples. We propose a novel query algorithm for local learning models, a class of
learners that has not been considered in the context of active learning until now. Our query algorithm
is based on the idea of selecting a query on the borderline of the actual classification. This is done
by drawing on the geometrical properties of local models that typically induce a Voronoi tessellation
on the input space, so that the Voronoi vertices of this tessellation offer themselves as prospective
query points. The performance of the new query algorithm is tested on the two-spirals problem with
promising results.

1. Introduction

In supervised learning, we are interested in training a student on a set of input
– output pairs generated by an unknown target function in such a way that the
student does not only remember these samples but is capable of making sensible
predictions of the outputs of previously unseen samples as well, i. e. the student
should be able to generalize well.

The traditional approach to this problem is to train the student with samples ran-
domly chosen from some probability distribution. A shortcoming of this approach
is that the average amount of novel information per sample decreases as learning
proceeds. The reason for this is that with growing size of the training set, the stu-
dent’s knowledge about large regions of the input space becomes more and more
confident so that additional samples from these regions are basically redundant in
so far as they do not contribute considerably to an improvement in generalization
ability.

An alternative approach to supervised learning that tries to remedy this problem
is active learningor query learning. Here the input value of the next sample is
selected depending on the previously seen samples, or to put it concretely: the
student is allowed toask questionsto a teacher. The aim of this procedure is to
improve the generalization ability of the student, or alternatively, to achieve the
same level of generalization ability with fewer training samples.
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In the query algorithms proposed so far, the queries are either chosen according
to some heuristic [1, 2, 3] or in a principled way by optimizing an objective function
such as the expected information gain of a query [4, 5] or model uncertainty [6, 7,
8, 9]. A common feature of these query algorithms is that they have been applied
to global learning algorithms only, such as multi-layer perceptrons, although not
all of them are constrained to a certain architecture.

In the heuristic approaches to active learning, the idea is that the best ques-
tions are those for which the answer is completely uncertain. Then the information
obtained by the answer is maximal. Thus the student should select queries predom-
inantly in the vicinity of the classification border. In this paper we use this idea to
propose a query algorithm for the selection of queries for alocal learner.

The learner consists of subunits that compete for predominance in a region of
influence. Such a learner can be assigned to the class of local models of learners
as each unit of the learner is competent only in a locally restricted region of the
input space and only contributes to the learner’s output if the input falls within its
domain. We consider the simplest case of such a local model – a vector quantizer
– and propose a query strategy that is based on the geometrical properties of this
model.

In the next section, we briefly review the basic properties of vector quantizers
which we need to derive our query algorithm. In the following section we compare
the classification performance of a vector quantizer that uses randomly selected
reference vectors to that of a vector quantizer using queries. We conclude with a
discussion of the results.

2. Query Algorithm

Vector quantization is a classical signal approximation method (see e. g. [10]), that
is usually applied to data compression or to the approximation of a probability
density functionp(x) using a finite number of ‘reference vectors’r 2 Rn.

In the following, we employ a vector quantizer (VQ) as a classifier, i. e. we
consider the reference vectors as classified samples of an unknown target function
which is to be identified. Classification follows the rule that all points that are
assigned to a certain reference vector share the known class membership of this
reference vector.

The input spaceX of data is divided into a number ofN regions. Each of these
regions is represented by a reference vectorri, 1 < i < N . The setR = fri; i =
1; : : : ; Ng of reference vectors is described ascodebook.

Our main aim is to construct a suitable codebook incrementally. In contrast to
the standard approaches to building a VQ, we want to utilize for the selection of
a further reference vector the ‘knowledge’ that the learner has accumulated so far,
thus we employ an active query strategy.

If the division ofX into regions follows the nearest-neighbor-rule (NN-rule),
i. e. each point in the input space is assigned to its nearest neighbor among the
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a) Voronoi diagram b) Voronoi vertex as the center of the circle
that is defined by its next neighbors among
the reference vectors

Figure 1. Voronoi diagram of a set of 12 reference vectors.

reference vectors, then these regions are given byVoronoi polyhedraV (ri) = fx 2
X : d(ri;x) � d(rj ;x);8i 6= jg, whered(� ; �) denotes the Euclidean distance.
The set of points that cannot be assigned uniquely to a reference vector forms the
Voronoi diagramof the codebook.

Figure 1.a shows a Voronoi diagram of a set of 12 reference vectors in the two
dimensional case. As can be seen, the Voronoi diagram contains a further class
of distinguished points, namely the points of intersection of three – or, in ad-
dimensional space –(d+1) faces of adjacent Voronoi polyhedra. These points are
calledVoronoi verticesvi. Since they are equidistant from at least(d+1) reference
vectors, they constitute the centers of circumcirclesC(vi) that pass through those
reference vectors?, see Fig. 1.b.

In the query algorithm we propose, we make use of these geometrical properties
of the Voronoi diagram in the following way. Look at the VQ from the perspective of
competitive learners: the reference vectors are competing for regions of influence or
competence;each reference vector is ‘responsible’ for its Voronoi polyhedron. Now
there are points that are especially ‘controversial’ among the reference vectors: the
Voronoi vertices of the codebook. To put this in terms of a classification problem:
the classification of the Voronoi vertices is especially ambiguous, since they are at
the same distance from a maximum number of reference vectors. This makes them
promising candidates for the next query about the correct classification.

? If these reference vectors were connected with straight lines, the result would be the dual of the
Voronoi diagram, the Delaunay triangulation. For a review on Voronoi diagrams see [11]
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The choice of additional reference vectors among the Voronoi vertices of the
current codebook restricts the number of possible candidates considerably but
requires a further criterion for selecting a unique candidate. In this paper, we
consider adopting one of the following three strategies as a selection criterion:

A. The new query is selected randomly from the set of Voronoi vertices. Here we
assume that the property of being a Voronoi vertex is a sufficient condition for
the selection. Further distinguishing features do not matter (all Voronoi vertices
are chosen with the same probability).

B. The Voronoi vertexvi which is the center of the largest circumcircleC(vi)
is selected as the next query. This query strategy favors the exploration of the
input space.

Strategies A. and B. exploit only information about the geometry of the set of
input values for which the student has asked queries so far. The third strategy
C. also utilizes the information that has been accumulated about the associated
classifications.

C. Only the subset of Voronoi vertices whose nearest neighbors among the code-
book vectors belong to different classes are considered. These Voronoi vertices
lie on the current classification border as defined by the NN-rule. Among these,
the one is selected that is the centervi of the largest circumcircleC(vi). Such
a query is guaranteed to yield information on the shape of the classification
border, while still furthering the exploration of input space.

To rank the performance of these different learning strategies, we compared the
results of the actively acquired codebooks to those of randomly selected codebooks
and an approximation of an ‘optimally’ chosen codebook which we generated by
choosing the desired fixed number of reference vectors and adjusting them on a
large set of labeled samples using the OLVQ algorithm [12]. The latter strategy
allows us to compare the solution of an ‘omniscient’ learner with that of the query
based learners.

3. Experiments

As a benchmark, we used the well-known two-spirals classification problem [13]
with the decision regions indicated in Figure 2 (left), as well as a higher-dimensional
generalization. The performance of the vector quantizer was measured on two
different scales, a fine one given by a setT1 of 10000 i.i.d. samples from the input
space, and a coarse one given by a setT2 of 576 samples centered within the arms
of the spirals as shown in Figure 2 (right).

For the passive vector quantizer the reference vectors were i.i.d. values from the
input space. In the active case the reference vectors were chosen according to the
different query strategies as described above. The Voronoi data that were necessary
for the active query strategies were calculated using the quickhull algorithm [14].
All results below are averages from 20 simulation runs.
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Figure 2. Two-spirals problem: decision regions (left), test setT2 (right).

Figure 3. Two-spirals problem: the percentage of misclassification on test setT1 versus the
number of queries for the different query strategies. A – random among Voronoi vertices, B –
Voronoi vertex with maximum circumcircle, C – Voronoi vertex on the classification border
with maximum circumcircle, i – random, ii – ‘optimal’ (In this case, the abscissa denotes the
size of the codebook; the number of queries was 50000.).

Figure 3 shows the simulation results for the two-spirals problem obtained by the
query strategies A.-C. in comparison with(i) randomly selected reference vectors
and(ii) an ‘omniscient’ learner that was trained on 50000 samples using the OLVQ
algorithm [12]. Each graph shows the average percentage of misclassification on
the test setT1 versus the number of reference vectors in the codebook.

Obviously, strategy A. is, despite its intuitive motivation, not very successful
and below we will explain the reason for this failure. The remaining strategies B.,
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Figure 4. Two-spirals problem: the average radius of the circumcircle of the selected Voronoi
vertex for the different query strategies. A – random among Voronoi vertices, B – Voronoi
vertex with maximum circumcircle, C – Voronoi vertex on the classification border with
maximum circumcircle, ii – ‘optimal’.

C. and the passive learning strategy(i) are of a comparable performance during a
short initial stage of learning. This is in line with the expectation that initially even
randomly asked questions should earn informative answers; at the same time the
active learners have not yet gathered enough ‘knowledge’ to optimize their queries
significantly.

After learning has progressed for some time (after about 80 queries in Figure 3),
the advantage of the active strategies B. and C. over the passive learner(i) becomes
clearly visible. After 300 queries, the preference for a refinement of the classifica-
tion border (curve C) in comparison to a more thorough exploration of the input
space comes to fruition.

The generalization ability of the most successful query strategy C. tends to
converge to that of an ‘omniscient’ learner. Note that for the positioning of its
reference vectors, this ‘omniscient’ learner has the information from 50000 samples
at its disposal.

Why did strategy A., that selects the reference vector at random among the
Voronoi vertices, yield significantly poorer results than even a purely random
selection strategy (curve(i))?

An explanation for this can be found from Figure 4, where the average radius
of the circumcircle of the selected Voronoi vertex is plotted versus the size of
the codebook. This radius may be considered as a measure for the amount of
exploration that is carried out by the different query strategies. Here we see that
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Figure 5. Typical codebooks for query strategy A. (left) and query strategy C. (right).

Figure 6. Two-spirals problem: the percentage of misclassification on test setT2 versus the
number of queries for the different query strategies. A – random among Voronoi vertices, B –
Voronoi vertex with maximum circumcircle, C – Voronoi vertex on the classification border
with maximum circumcircle, i – random.

from the beginning on, query strategy A. leads to a significantly poorer exploration
than the other strategies (note the log scale !).

The reason for this poor exploratory behavior becomes apparent when we depict
a typical codebook resulting from strategy A. and compare it with a codebook from
strategy C. (Figure 5). Obviously, the learner A. has concentrated most of its
queries in a tiny subregion of the input space. Once such concentration has set in
by some random fluctuation, the strategy A. favors the choice of further queries
from the regions where the density is already higher. This ‘positive feedback’ is
not counteracted by an opposing requirement, such as the choice of the maximum
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Query strategy B. Query strategy C.

Figure 7. Number of classification errors per test sample inT2 in 20 runs of the simulation in
the course of the query process.

Query strategy B. Query strategy C.

Figure 8. Number of classification errors per test sample inT1 in 20 runs of the simulation
after 1000 queries. The number of errors is coded in gray levels with a darker gray indicating
a higher error.

circumcircle in strategies B. and C., and, as a consequence, the learner becomes
‘trapped’.

The comparison of the performance of the query strategies for the much smaller
test setT2 yields – at first sight – a somewhat surprising result, which seems to
contradict the previous findings: after an initial phase without significant difference
in performance, query strategy B. gives clearly better results than query strategy
C., see Figure 6. This apparent contradiction with the results discussed so far
can be resolved by a closer inspection of the generalization error in this case.
Figure 7 shows the number of classification errors per test sample in 20 runs of the
simulation in the course of the query process. Beginning in the center of the input
space, the samples are labeled with numbers in ascending order for classc = 1
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Figure 9. Two-spirals problem in 3D: the percentage of misclassification versus the number
of queries for the different query strategies. A – random among Voronoi vertices, B – Voronoi
vertex with maximum circumcircle, C – Voronoi vertex on the classification border with
maximum circumcircle, i – random, ii – ‘optimal’ (In this case, the abscissa denotes the size
of the codebook; the number of queries was 50000.).

and in descending order for classc = 0, resp., see also Figure 2 (right). Figure 7
reveals that the higher rate of misclassification of query strategy C. in this case is
due to a failure to correctly classify the samples that are close to the borders of the
input space. Furthermore, the distribution of the errors of query strategy B. and C.
differ: the errors of strategy B. are evenly distributed over all samples whereas the
errors made by strategy C. tend to accumulate towards the outer samples.

These findings allow for a consistent interpretation of the results for both test
sets: since query strategy C. is not as exploratory as strategy B., the correct clas-
sification of border samples is discovered later or is not discovered at all. For the
large test setT1 this failure is compensated for by a more accurate modeling of the
classification border in the inner part of the input space, as illustrated in Figure 8.
Here we use a gray-level coding of the number of classification errors over the
whole input space during 20 simulation runs, where a darker gray level indicates a
higher error. Figure 8 shows the situation for query strategy B. and C., resp., after
1000 queries. As stated above, the region of errors is more blurred in case of query
strategy B., while strategy C. commits more errors near the ‘tails’ of the spirals.

Our query algorithm can easily be generalized to higher dimensions. In Figures 9
and 10 simulation results for a generalization of the two-spirals problem to three-
and four-dimensional input data are shown. In both cases the first two coordinates
determine the classification of a point according to the two-dimensional two-
spirals problem. The performance was measured on test sets of 10000 i.i.d values.
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Figure 10. Two-spirals problem in 4D: the percentage of misclassification versus the number
of queries for the different query strategies. A – random among Voronoi vertices, B – Voronoi
vertex with maximum circumcircle, C – Voronoi vertex on the classification border with
maximum circumcircle, i – random, ii – ‘optimal’ (In this case, the abscissa denotes the size
of the codebook; the number of queries was 50000.).

Qualitatively, the results for 3D and 4D are similar to those of the two-dimensional
case. Queries, which are selected at random among the Voronoi vertices (strategy
A) yield the poorest results, while queries for the correct classification of the
Voronoi vertex with the largest circumcircle (strategy B) and queries for the correct
classification of the Voronoi vertex with the largest circumcircle on the momentary
classification border (strategy C) soon outperform random queries (strategy(i)).

4. Conclusion

We proposed a heuristic query algorithm for local models that is based on the
idea of selecting a query on the borderline of the actual classification. For the
implementation of this idea, we made use of the geometrical properties of these
models that typically induce a Voronoi tessellation on the input space. The Voronoi
vertices of this tessellation were considered as prospective query points. We tested
three different strategies for query selection among these Voronoi vertices on the
two-spirals problem and found as most efficient strategy one that selects the Voronoi
vertex that is the center of the largest circumcircle among the Voronoi vertices and
that lies on the estimated classification border.

The query algorithm can easily be generalized to input spaces of dimensions
higher than two but it should be kept in mind that the Voronoi diagram needs to
be calculated explicitly. The complexity of this task grows exponentially with the
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dimension, limiting the application of the approach to dimensions in the range of
about 1: : : 8.
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